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ABSTRACT

Object category recognition, in remote sensing imagery, usu-
ally relies on exemplar-based training. The latter is achieved
by modeling intricate relationships between object categories
and visual features. However, for real-world and fine grained
object categories – exhibiting complex visual appearance and
strong variability – these models may fail especially when
training data are scarce.
In this paper, we introduce an effective object category recog-
nition approach that alleviates the limitation due to small
training sets. The method learns discriminant mid-level rep-
resentations (a.k.a attributes) through nonlinear mappings that
make these attributes highly discriminant while being easily
trainable and predictable. We demonstrate the effectiveness
of our method, through extensive experiments on the chal-
lenging task of ship recognition in maritime environments,
and we show how our attribute learning model generalizes
well in spite of the scarcity of training data.

Index Terms— Image classification, mid-level feature
design, maritime surveillance and ship category recognition

1. INTRODUCTION

With the spread of satellite sensors (Pléiade, Quickbird, etc.)
and Unmanned Aerial Vehicles (UAV), huge remote sensing
image collections are currently available. These image col-
lections require algorithmic solutions able to automatically
analyze their visual contents for different real-world appli-
cations. Object category recognition is one of these appli-
cations, which is both particularly interesting and challeng-
ing; its general principle consists in designing automatic solu-
tions able to assign visual contents to well defined object cat-
egories. In the particular context of maritime environments,
traffic monitoring and fishery control require detecting and
classifying ships from continuous flows of images. Whereas
ship detection on synthetic aperture radar and optical images
has been well studied (see for instance [1, 2, 3, 4, 5]), ship
recognition on optical images remains understudied and still
very challenging especially when training data are scarce and
when object categories are highly variable.

Existing object (and ship) category recognition methods
in remote sensing can be assigned to two major families:
semantic segmentation and object classification. Methods
belonging to the first family are usually bottom-up and pro-
ceed by mapping local primitives (pixels, grid cells, etc.)
into semantic blobs using probabilistic models [6, 7] while
methods in the second family are holistic and proceed by first
extracting/pooling features (either handcrafted or not) [8, 9]
and then assigning them to categories using variety of ma-
chine learning and classification techniques such as SVMs
and deep networks [10]. While holistic methods (particularly
those based on deep learning [11]) have shown very com-
petitive results compared to others, their success is highly
dependent on the abundance of training data, especially for
fine grained object categories exhibiting strong variability.
When handling new classification tasks (with possibly scarce
training data), deep networks pre-trained for other tasks – us-
ing large training sets – should be retrained and adapted to the
new tasks. However, and besides the computational issues,
there is no guarantee about the generalization ability of the
adapted networks, particularly when the new classification
tasks have very few training data.

In this paper, we propose a novel attribute learning algo-
rithm that handles fine-grained object category recognition
even with few training data. Attributes as introduced in [12]
are defined as semantic object characteristics shared among
different categories. They have the appealing property of pro-
viding both image descriptions and classification criteria that
can be reused through categories. Different attribute learning
approaches have been proposed in the literature, and range
from those trained by improving the discrimination power
using human interaction [13], to automatic semantic attribute
discovery [14], through methods combining semantic and
discriminant features [15, 16] and those based on automatic
learning of discriminant attributes [17, 18, 19]. All these so-
lutions rely on binary attribute learning at the category level
and have shown promising results in the particular task of
image and object classification.
Attribute learning techniques can also be categorized depend-
ing on their design principle as supervised and unsupervised.
Supervised attribute design requires a preliminary (and also



burdensome) annotation step prior to build attribute predic-
tion criteria. In contrast, unsupervised attributes correspond
to mid-level characteristics which are easily trainable but
less discriminant and usually deprived from any semantic
compared to supervised attributes. Considering these is-
sues, we gather in this contribution the advantages of the
two aforementioned design principles1 while discarding their
limitation2. The proposed method takes also advantage of the
shared attributes through different object categories in order
to benefit from larger training sets (at the attribute level) and
to overcome the scarcity of training data (at the category
level). More precisely, the proposed method automatically
learns a nonlinear mapping between low-level image fea-
tures and attributes using training data that share common
attributes across categories. We also enforce our design to
produce easily predictable and highly discriminant attributes
by constraining attributes belonging to different categories to
be linearly separable. Finally we show the effectiveness of
our method through the challenging ship category recognition
task in optical remote sensing imagery.

2. OUR ATTRIBUTE DESIGN FRAMEWORK

Given a set {Ii}`+ui=1 as the union of ` labeled (training) images
(belonging to C different categories) and u unlabeled (test)
images; for each image Ii, the variable xi ∈ RM stands for
its low-level visual feature vector and yi its category label in
C = {1, . . . , C}. Our goal is to learn K nonlinear functions
(denoted {fk}Kk=1) that map a given xi to an attribute vector
αi ∈ RK with αi = [αi1 . . . αiK ]

′ and αik ← fk (xi); here ′

stands for matrix transpose. In what follows, X ∈ RM×` de-
notes the matrix whose columns correspond to the low level
training features {xi}`i=1 and α ∈ RK×` the matrix of the
underlying attributes.

Our attribute design principle, introduced subsequently,
aims to guarantee the following properties: (i) discrimina-
tion power (i.e., simple classifiers built on top of attributes
should correctly classify images), (ii) high predictability (i.e.,
attributes predicted from the low-level features must be ac-
curate), (iii) and fidelity of attributes to training data. We
implement these properties using the following criteria.

Fidelity to training data. Fidelity to training data is enforced
by minimizing a reconstruction error between the attributes
and the low-level feature vectors. This problem is expressed
as learning α and a dictionary D (of M ×K entries) as

argmin
α,D

1

2

∥∥X−Dα
∥∥2
F
. (1)

Discrimination power. This property is measured by the
ability to train classifiers (on top of attributes) that separate

1i.e., their high discrimination power, their easy training and predictability
2mainly the difficultly in collecting and annotating training data at the

attribute level

training images with a small empirical error while being able
to generalize well on unseen data. We implement this prop-
erty, by optimizing an objective function mixing (via a pos-
itive constant Q1) an empirical error and a regularizer. In
practice, we consider a “one-versus-all” soft-margin linear
SVM [20] for each class c ∈ C; Wc denotes this SVM (hyper-
plane) separating attribute vectors {αi}i belonging to c from
those belonging to C\c. Considering for each image Ii and
category c a variable yci set to 1 if yi = c and −1 otherwise,
the SVM learning problem is

min
Wc,bc,ξc,α

1

2
W′

cWc +Q1

∑̀
i=1

ξci

s.t. yci
(
W′

cαi + bc
)
≥ 1− ξci, i = 1, . . . , `

ξci ≥ 0, i = 1, . . . , `,

(2)

here {ξci}i,c are the slack variables which measure the degree
of violation of inequalities {yci (W′

cαi + bc) ≥ 1}i,c.

Inductive attribute prediction. Attributes are predicted
from the low-level features using nonlinear regressions. For
that purpose, we use the support vector regression (SVR)
formulation [21]. Given a positive semi-definite kernel κ
and a parameter ε ≥ 0 (that controls the width of the tube
around the regression functions), each attribute predictor fk
(k ∈ {1, . . . ,K}) is defined on a given sample xj – according
to the representer theorem [22] – using Eq. 4. The parameters
{βk, β?k} of fk are learned using

min
βk,β

?
k
,α

∑̀
i=1

∑̀
j=1

(βki − β?ki)
(
βkj − β?kj

)
κ (xi,xj)

+ ε
∑̀
i=1

(βki + β?ki)−
∑̀
i=1

αik (βki − β?ki)

s.t.
∑̀
i=1

(βki − β?ki) = 0

0 ≤ βki ≤ Q2, i = 1, . . . , `

0 ≤ β?ki ≤ Q2, i = 1, . . . , `

(3)

fk (xj) =
∑̀
i=1

(βki − β?ki)κ (xj ,xi) . (4)

Final model. Let {Jc}c, {Lk}k denote the objective func-
tions associated to Eqs. (2), (3) respectively. Considering
W = {Wc}c, ξ = {ξc}c, b = {bc}c, β = {βk, β?k}k and
using Eq. (1) we define our final optimization problem as

min
α,D,β,ξ,W,b

1

2

∥∥X−Dα
∥∥2
F
+

C∑
c=1

Jc(W, ξ, b, α) +

K∑
k=1

Lk(β, α),

(5)
subject to all the equality and inequality constraints in (2)
and (3).



3. OPTIMIZATION

It is clear that the minimization problem in (5) is not con-
vex jointly w.r.t α, D, β, W, b. We consider an EM-like
optimization procedure by solving alternately and iteratively
three subproblems: we first learn the dictionary D by mini-
mizing the left-hand side term of (5), then we minimize the
inverse of the SVM margins and the empirical losses in the
second term of (5) w.r.t W, b and finally, we update the at-
tributes α by minimizing all the three terms in (5). Note that
all the three optimization problems are convex, when taken
separately, as they involve convex quadratic terms with linear
constraints. This process is repeated until convergence; i.e.,
all the unknowns remain unchanged from one iteration to
another; the superscript (t) is added to all the variables in
order to show the evolution of their values through different
iterations of the learning process.
Note that attribute vectors α are the only parameters requiring
an initialization. We propose to initialize them by reducing
the dimension of the low-level features fromM toK by PCA.

Learning dictionary and classifiers. Assuming fixed α(t)

(denoted simply as α) and enforcing the gradient of (1) to
vanish w.r.t D, we obtain

D(t+1) = Xα′
(
αα′
)−1

, (6)

while parameters W(t+1), b(t+1) are found as

(W(t+1), b(t+1))← argmin
W,b

C∑
c=1

Jc(W, ξ, b, α), (7)

by solving the quadratic programming (QP) problem in (2)
using LIBSVM. We also learn the inductive SVR predictor
parameters β(t+1) by solving the QP problems in (3).

Learning attributes. Considering fixed β(t+1), D(t+1),
W(t+1), b(t+1) (denoted simply as β, D, W, b in this sec-
tion), we find α(t+1) ← {α∗i }i with {α∗i }i being the optimum
of the following convex QP problems (for i = 1, . . . , `)

min
αi,ν+,ν−

1

2

∥∥xi −Dαi
∥∥2
2
+Q3

K∑
k=1

(ν+k + ν−k )

s.t. yci (W
′
cαi + bc) ≥ 1, c = 1, . . . , C

αik − fk(xi) ≤ ε+ ν+k ,

fk(xi)− αik ≤ ε+ ν−k ,

ν+k ≥ 0, ν−k ≥ 0, k ∈ {1, . . . ,K},

(8)

hereQ3 is a constant that controls the tradeoff between the ap-
proximation errors of the SVR predictor and matrix decom-
position. It is easy to see that these separate QP problems
(w.r.t i) are computationally very tractable as the number of
parameters is proportional to K and C; in practice C and K
are relatively small.

4. EXPERIMENTS

In order to evaluate the performance of our attribute learning
and classification method, we use the Ship10 optical image
database3. The latter includes 200 snapshots (of 12×12 pixels
in RGB) equally assigned to 10 fine grained ship categories
including fishing boat, oil tanker, sail boat, etc. For each cate-
gory, only 10 images are used for training while the remaining
10 images are used for testing. Given a test image, the goal is
to decide about its category membership; for that purpose, we
train ten “one-versus-all” classifiers {(Wc, bc)}c. The mem-
bership c ∈ C of a given test image corresponds to the class c
that maximizes its underlying classifier score. Performances
are measured as the fraction of correctly classified images
over the total number of images in the test set.

Features and baselines. Each image in the Ship10 dataset
is encoded with 100 coefficients corresponding to its projec-
tion on the 100 axes of principal component analysis (PCA).
These principal PCA axes were estimated using all the raw
images and capture 97.5% of the statistical variance of the
data. As a matter of comparison, VGG-CNN-S deep fea-
tures [23] have also been used in order to encode each image
in Ship10 resulting into 4096 coefficients; these coefficients
correspond to the output of the first fully connected layer
of the VGG network. Similarly to the raw images, an extra
PCA step is also applied in order to reduce the dimensionality
from 4096 to 100 while maintaining 99.5% of the statistical
variance. These raw PCA and deep features (combined with
SVMs) correspond to the baselines used for comparison.

Performances and comparison. We learn our attributes and
classifiers (as shown in Section 3) using the two baseline
(PCA and deep) features. Table 1 shows the recognition
performances on the Ship10 database. In all these experi-
ments, the “best” parameters of our model4 are set using a
stratified 5-fold cross validation on the training set. From
this table, we observe that learned attributes provide the best
performances compared to low level PCA and deep features.
As a matter of comparison, we also tested a variant of our
approach that learns these attributes class by class (i.e., by
learning class-dependent attributes); from table 1, we observe
that using joint attributes for all the classes provides better
performances compared to class-dependent attributes. This
clearly corroborates the ability of joint attributes to benefit
from larger training sets (when considering all the classes)
compared to class-dependent attributes (which consider only
a subset of training data, i.e., those belonging to a given class
only). Finally, figure 1 shows the evolution of the perfor-
mance of our (joint) attribute-based model w.r.t K (number

3This database was collected using high resolution Google Maps ship im-
ages taken from different harbors in the world including Marseille, Rotter-
dam, HongKong, etc

4mainly scale of the RBF kernel used for SVR and Q1, Q2, Q3 weights



of attributes); it is clear that only few discriminant attributes
are enough to overtake the baselines.

Features + setting Accuracy
Deep features + SVMs (baseline 1) 66 %
Deep features + (joint) attributes (K = 50) + SVMs 71 %
PCA features + SVMs (baseline 2) 67 %
PCA features + (joint) attributes (K = 50) + SVMs 76 %
PCA features + (class-dep) attributes (K = 50) + SVMs 40 %

Table 1. Classification accuracy of different baselines and our
attribute-based method on the Ship10 dataset. Our method learns
discriminant attributes that clearly outperform PCA and deep fea-
tures. It also benefits from larger training set when considering joint
attributes compared to class-dependent ones.
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Fig. 1. The solid line in this figure shows the evolution of ship
category recognition performances w.r.t toK (number of attributes).
The dashed line corresponds to the PCA + SVM baseline (which is
of course independent fromK). From the solid line, we observe that
reasonably (but not large) number of attributes is enough in order to
improve the accuracy.

5. CONCLUSION

We introduced in this paper a novel method for category
recognition based on attribute learning. The strength of the
method resides in its ability to learn more accurate clas-
sifiers on top of mid-level characteristics (a.k.a attributes)
shared among different categories. This makes it possible to
overcome the limitation due to the scarcity of training data
compared to class-dependent attributes, and other related
baselines.
Experiments conducted on the challenging Ship10 dataset,
show that indeed our method is effective. As a future work,
we are currently investigating the extension of our method to
semi supervised (particularly transductive) learning; indeed,
one may exploit the structure of unlabeled data in order to
further enhance the accuracy of our attributes using large
unlabeled datasets.
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